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Abstract

Analysis of Molecular Motion using Non-Linear Dimensionality
Reduction

by Hernan F. Stamati

Understanding the main stable shapes and transitions of biomolecules is key to
solving problems in computational biology. Because simulated molecular samples are
very high-dimensional, it is important to classify them using very few parameters.
Traditionally, this requires empirical reaction coordinates to be devised by an expert.
This work, in contrast, automates the classification by applying an algorithmic tool
for non-linear dimensionality reduction, called ScIMAP, that requires minimal user
intervention. A comparison with the most popular linear dimensionality reduction
technique, Principal Components Analysis, shows how non-linearity is crucial for
capturing the main motion parameters. The contribution is validated by several
results on increasingly complex systems, ranging from the motion of small peptides
to the folding of large proteins. In all cases, only 1-3 parameters are sufficient to

characterize the motion landscape and prove as excellent reaction coordinates.
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Chapter 1

Introduction

Computational techniques for dealing with increasingly complex problems in sci-
ence and engineering are becoming more specific to the particular application, in order
to gain a significant processing ability beyond simply relying on faster computers. Es-
pecially in the field of bioinformatics, in order to solve relevant problems, typically
one has to work with huge data sets. Analyzing systems comprised of hundreds and
even thousands of degrees of freedom is becoming commonplace, in particular when
the data comes from some physical system. In order to understand the processes
driving these systems, we need to make sense of a vast amount of high-dimensional
data. Human beings are not equipped to directly visualize or make sense of high-
dimensional data at once, which is why we often look at projections of such data,
seeking the “most useful” projection. Almost instinctively, people tend to organize
objects in their minds in order to extract a small subset of features that can ren-
der the process “understandable”, without losing the most important high-impact
features. The analysis process that has just been described is commonly referred to
as dimensionality reduction, and mathematical tools for performing automatic
dimensionality reduction have been devised over the years to deal with increasingly
complex arrangements of features, in different types of input data.

The purpose of Dimensionality Reduction is to extract the main features from a
set of points, and as few features as are necessary to understand its distribution. Most
dimensionality reduction techniques produce as a result a lower-dimensional repre-
sentation for each point, consisting of a few numbers that somehow summarize the
variability contained in the (high-dimensional) original representation of the points.
Ideally, one would want a low-dimensional Euclidean representation of the points that
would serve as a “projection” or “map” of the input data. Such a low-dimensional
map is easy to visualize and the process being studied can then be succintly described
by looking at this projection.

Dimensionality reduction is used in a plethora of fields, including classification
problems, data mining, image analysis and recognition [1, 2, 3, 4, 5], structural bioin-
formatics [6], economics, and language science [7]. The present work, in particular,
was inspired by the structural bioinformatics field, which primarily deals with the
motion of macromolecules related to biological processes, and the associated energet-
ics. Molecular motion data produced by different simulation techniques [?, 7, 7, 7]
is particularly hard to compute and analyze as the molecule size grows, given all
the possible interactions between the constituent atoms and the subsequent effect on
the molecule’s dynamics. Still, many of these molecular processes (or “reactions”,



in chemistry) are believed to follow only a few essential degrees of freedom, since all
the atoms move collectively to achieve some goal driven by the associated thermo-
dynamics. In physical chemistry, the few parameters used to describe an otherwise
intricate mechanism are referred to as reaction coordinates. In the case of a moving
molecule, structural reaction coordinates describe the collective motion of its atoms
as they self-organize to achieve a thermodynamically stable shape.

The formulation of structural reaction coordinates is central in computational
structural biology, and is especially useful to classify differently sized molecules such
as small peptides or bigger proteins. A protein is a very long polymer-like molecule
that can have hundreds or thousands of atoms, and that adopts a particular three-
dimensional shape to perform its biological function. If we describe the shape of a
protein by the positions of all of its constituent atoms, like molecular simulations
do, we are faced with (z,y, 2) coordinates for each atom. Thus, for a protein with
N atoms, we have a 3N-dimensional point. But most protein motion processes are
known to be very structured, with all the atoms moving collectively to achieve a
stable shape.

One of the most prominent examples of big-scale ordered molecular motion is
protein folding. The folding process is known to be very structured, with all the atoms
moving collectively almost directly to the folded shape. For this reason, physical
chemists devise structural reaction coordinates to summarize the folding process with
few parameters. Some well-known structural reaction coordinates used for proteins
include:

e Fraction of native contacts, (). The aminoacids (or residues) in a protein
are considered to be “in contact” when they influence each other energy-wise,
which is typically defined through a cutoff distance. When a protein is in its
folded or native state, the residue pairs in contact are called native contacts.
The fraction of native contacts is a number between 0 and 1. ) = 0 identifies
an unfolded protein, while () = 1 is a folded protein.

e Fraction of non-native contacts, A. Similar to ), but counting the fraction
of contacts that are not present in the native state of the protein.

e Radius of gyration, R,. This coordinate expresses the standard deviation of
the constituent atoms’ distance to the protein’s centroid. A small value of R,
indicates a compact arrangement of the atoms, while a large value indicates a
more open shape.

e Partial contact order, pC'O. This is the average residue distance (i.e. number
of aminoacids in between) for all formed contacts. A large value indicates most
contacts formed are near the protein’s endpoints.

e RMSD to native. The RMSD distance to the native, folded shape of the
protein (RMSD distance is explained in section 2.4).



Combinations of these parameters, and other custom-designed ones, are sought
to describe the possible shapes of a protein along a reaction. These coordinates have
three main problems. First, they require an expert in the particular system being
studied to either choose or design reaction coordinates that will prove useful. Second,
it is quite possible that the chosen parameters are not able to distinguish all relevant
features of the reaction. And third, these parameters are usually highly correlated,
in the sense that it is hard to find combinations of parameters that separate a lot of
features.

For these reasons, the application of an automatic dimensionality reduction pro-
cedure to make sense of vast molecular motion data is of great interest in the field.
Molecular simulation data presents interesting challenges for dimensionality reduc-
tion. First of all, as will be discussed in the following sections, this data is highly
non-linear in nature. This is so because the atoms, governed by the system dynamics,
follow complex, curved paths as they cooperate to reach the stable state(s). Also,
data from molecular simulations tends to cluster around energy minima, producing
uneven sampling that varies greatly in density throughout the input space.

The main purpose of this work is to apply non-linear dimensionality reduction to
the (z,y,z) coordinates obtained from molecular trajectories, in order to find only
a few parameters that classify the main stages of the process, and to assess the ad-
vantages of these parameters, in particular when compared to linear dimensionality
reduction methods. As it turns out, the few coordinates computed by the proposed
non-linear dimensionality reduction technique are especially suited for use as struc-
tural reaction coordinates.

1.1 Definitions and problem statement

In the context of dimensionality reduction, the following are some common terms
to most techniques.

e Input space. The collection of all possible values for all object attributes that
will be given to the dimensionality reduction procedure. For example, in the
case of a molecule with N atoms, this can be R*", corresponding to the (z, v, 2)
coordinates for each atom. The input space can also be more abstract, like the
space of all objects of the type under consideration.

e Input sample. A set of points in the input space. These points may have
input space coordinates associated with them, but this may not allways be the
case. Any collection of abstract objects that can be compared somehow can
potentially have their “dimensionality” reduced. For molecular data, the input
sample is the set of conformations obtained through some form of sampling,
such as molecular dynamics or Monte Carlo simulations, etc.

e Input dimension. This is the dimension of the input space, and is usually
considered "high” when dimensionality reduction is required. If the input data



is given in the form of coordinates, the input dimension is the number of co-
ordinates used to describe each point (e.g. for an N atom molecule, this is
typically 3N). If the input sample has some other representation that makes
the assignment of coordinates less obvious, the input dimension may even be
“hidden” (e.g. consider a collection of objects that have a comparison function
which is subjective and not easy to express in terms of object attributes).

e Embedding. The projection of the input sample onto any subset of the input
space. (picture?) It is called embedding because it is like a surface that is
“embedded” inside a higher-dimensional space.

e Low-dimensional embedding. The result of the dimensionality reduction
procedure. The definition of “low” here is obviously subjective and will depend
on the application, but the intended meaning of “low” is a value that reduces the
complexity of the data considerably while keeping important features, allowing
the construction of plots, or rendering further analysis computationally feasible.

Dimensionality reduction. This can be defined in different ways depending
on the particular application. In some cases, there is no need to produce graphical
representations of the projected points, and dimensionality reduction is used only for
“feature extraction” and “feature selection”. If these “features” can be thought of
as an intrinsic mathematical parameterization of the data, then based on the above
terminology, the definition of dimensionality reduction that will be adopted here is:

Dimensionality reduction is a procedure that takes a set of points in a high-
dimensional input space, which are assumed to lie in a much lower-dimensional
surface or manifold that is embedded in the input space, and produces as output a
low-dimensional embedding consisting of a few coordinates for each point.

An assumed advantage of dimensionality reduction, however, is that the produced
coordinates should be as few as possible and should capture the variability of the data
as well as possible. This is equivalent to stating that these are the essential degrees
of freedom (DOFs) of the data.

Problem statement: non-linear dimensionality reduction of molecular
motion data. The purpose of this work is to apply the non-linear dimensionality
reduction technique presented in the next chapter, to a set of abundant molecular
shapes (or conformations) gathered through physical simulations, in order to auto-
matically classify the motion landscape of the molecule with as few parameters as
possible. More formally, we have:

e INPUT. A set of N molecular conformations given as the (z,y, z) coordinates
for each atom, sampled from a non-trivial physical process.

e OUTPUT. A set of N d-dimensional points, one for each input conformation,
such that the d coordinates are sufficient to group the conformations classifying
the main stages of the process.



The d coordinates are to be automatically extracted from the input data, unbiased
by any a priori knowledge of the system.

1.2 Literature review

A few methods have been proposed in the pursuit of automating the selection of
empirical physical variables (reaction coordinates) for a molecular process, although
these are based on previously-known, empirical structural parameters. Just as a
general background, it would be pertinent to cite the work of Ma et al. [8], which
proposes an automatic method for identifying an “optimal” set of reaction coordinates
by using genetic neural networks to mine a database of known reaction coordinates
and physical variables. Also, Parida et al. [9] use a combinatorial pattern discovery
approach that first turns each simulated conformation into a 7-dimensional vector of
known reaction coordinates, and then applies clustering to these vectors.

But the purpose of this work is to automatically extract motion parameters from
the simulated conformations directly, not relying on a prior: information about the
system. Thus, what is sought is a method for automatic dimensionality reduction
starting from the Cartesian coordinate data. Several dimensionality reduction tech-
niques have been developed over the years as mathematical tools for solving the
dimensionality reduction problem, each with its strenghts and weaknesses. Some of
them are briefly discussed next.

Linear methods. These dimensionality reduction methods normally work with
the coordinates in the input space. The most popular method is Principal Compo-
nents Analysis (PCA) [10]. PCA takes as input the input space coordinates, after
translating the centroid of the data set to the origin, and computes the projection
of the dataset into a hyperplane, such that the variance of the projected data is
maximized with each added dimension. Support Vector Machines (SVMs) work sim-
ilarly but use the equation of the computed hyperplane as a “class membership”
test. Multidimensional Scaling (MDS) [11] is a more interesting technique that does
not use input space coordinates, but rather interpoint distances, and computes a set
of Euclidean coordinates that best preserves those distances (discussed in the next
chapter). However, the linearity of MDS comes from the distance measure used. A
“smart” distance measure can attempt to capture non-linearity.

Non-Linear methods. There are two sub-classes of non-linear methods. Para-
metric approaches need to be supplied with a model for the non-linearity present in
the data, and try to fit the data to this model. These methods include kernel PCA
[12] and kernel SVMs [13], that use a kernel function and forces the low-dimensional
projections onto this model. The use of neural networks for dimensionality reduction
[14] is a fuzzy area to classify because even though neural networks have a learning
process, the topology of the network determines its capabilities. Non-parametric ap-
proaches, in contrast, use the data itself to infer its non-linearity. The most widely
used methods include Isometric feature MAPping (Isomap) [15], discussed in the next



chapter, Locally Linear Embedding (LLE) [16], and more recently, SemiDefinite Em-
bedding (SDE) [5]. All these non-parametric methods have similar costs (which are
very expensive) but Isomap is the numerically most stable one.

Non-linear, non-parametric methods are most suitable to deal with molecular
simulation data, since the processes are known to be low-dimensional, highly non-
linear, but cannot be described by a kernel function. However, linear methods such
as PCA have been applied to molecular data for some time. The work in Teodoro
et al. [6] describes the main motion parameters of the HIV protease using the first
few PCA normal modes, and it works well for rather small deviations from the native
shape of the protease. Using PCA to assess how many normal modes are necessary to
describe conformational changes in proteins was discussed in Petrone et al. [17]. PCA
has been known to distort protein structure severely beyond small-scale motions, and
Balsera et al. [18] already studied some of these problems with PCA. The same group
later introduced Local Feature Analysis (LFA), a PCA-related technique that models
local features in proteins instead of computing principal components for the whole
protein [19].

Here it is intended to use a procedure based on the Isomap algorithm to auto-
matically extract non-linear motions. In contrast to PCA, however, Isomap does not
return a set of high-dimensional “axes” through which one can interpolate conforma-
tions (which would be linear). Instead, the algorithm (explained in the next chapter)
returns, for each input conformation, its coordinates along each of the non-linear
“axes.”

The Isomap algorithm has been used in several applications, including the classi-
fication and interpolation of video frames [20], the extraction of degrees of freedom
from image data [15], and even pattern recognition [21]. It had not been applied to
molecular structure data before the work in Das et al. [22], to which the author con-
tributed. In that work, a scalable version of Isomap, called ScIMAP, was introduced
to deal with big molecular data sets and served as a proof of concept for the general
methodology.

1.3 Summary of remaining chapters

Chapter 2 introduces in detail the Isomap algorithm, its “landmark” extension,
and a fast method to map new points into a previously built embedding. Combining
these improvements into a parallel, scalable framework yields the ScIMAP algorithm
contributed to by the author in [22]. Section 2.4 briefly considers the impact of the
distance measure used for Isomap, and introduces IRMSD, a popular molecular shape
similarity measure. Section 2.5 discusses issues surrounding the construction of the
nearest neighbors graph needed by Isomap.

In chapter 3, non-linear dimensionality reduction is applied to two small peptides:
the Alanine Dipeptide (a 22 atom molecule) and a [-hairpin peptide (a 22 residue
peptide), in order to validate the method as a powerful tool to automatically extract



degrees of freedom of rather small, manageable systems. For such small molecules,
relations between the automatically-recovered parameters and their known structural
parameters are easy to identify.

In chapter 4, more challenging molecular motion problems are studied, namely
the folding/unfolding of two increasingly big proteins: Cyanovirin-N (a 101 residue
protein) and Monomeric Lactose Repressor (a 270 residue protein). The exact same
procedure, unchanged, is successfuly used to characterize the protein folding land-
scape of both proteins, using only two automatically recovered parameters.

Chapter 5 gives a summary of the work in the light of the presented evidence and
some concluding remarks.



Chapter 2
Methods

This chapter introduces Isomap [15], the non-linear dimensionality reduction tech-
nique used to analyze discretely sampled manifolds in this work, together with some
extensions which constitute the SCIMAP algorithm (Scalable Isomap) developed in
[22]. Isomap is especially suited to work with an input sample of metric data coming
from an unknown curved manifold, since it uses only interpoint distances —and not
coordinates— to infer the topology of the manifold and produce the low-dimensional
embedding. The produced embedding itself consists of Euclidean coordinates though,
which are easy to visualize and produce plots with. Isomap is also numerically stable
when the number of points in the sample is big, as explained above. The result-
ing low-dimensional embedding produced by Isomap depends mainly on the distance
function used, which is typically application dependent. This is another strength of
Isomap, which allows the construction of an embedding for any kind of abstract data
that has a notion of “similarity.”

Once a low-dimensional embedding has been constructed, it can serve as a basis to
map other points into the embedding. Suppose that we are given a new set of points
of the same type as those in the input sample. Based on the similarity of these points
to the ones used to build the embedding, these can be “mapped” into the embedding
by somehow placing them near the points that are most similar to them. A formal
way to do this is presented in section 2.3.

2.1 Metric spaces

A metric space is a set of points 5, together with an associated metric or distance
function d : X x X — R such that for every z,y, 2 € X we have that d is:

1. Non-negative. d(z,y) > 0 and d(z,z) = 0.
2. Symmetric. d(z,y) = d(y, z).
3. Triangle inequality compliant. d(x,y) + d(y, z) > d(z, z).

Metric spaces are more general than Euclidean spaces. In the definition of metric
space, there is no mention of coordinates associated with points (although there might
be). All that we have to compare two elements is the distance measure d.

The set of molecular atom positions, together with the IRMSD distance (as will
be explained later), form a metric space, but not a Euclidean space, since the atom



coordinates are not compared directly as the total Euclidean distance between them.
The techniques presented here deal mainly with metric spaces, but can easily be
applied (even more efficiently) to Euclidean spaces since these are metric spaces as
well.

2.2 The Isomap algorithm for non-linear dimensionality re-
duction

The Isomap algorithm, developed by Tenenbaum et al. and introduced in [15], is
based on MDS, an earlier linear dimensionality reduction technique.

Classical MDS. Classical MultiDimensional Scaling [11] is a technique that takes
as input an n x n matrix D, which contains the interpoint distances D;; = d(z;, ;)
for all pairs of points, and produces a set of n Euclidean coordinates for each point,
such that the Euclidean distance /> i (y; — x;)? between the embedded points
and y is equal to the original distance d(x,y). This is possible because if d(i, j) is a
metric, n points can always be arranged in an (n — 1)-dimensional Euclidean space
respecting the triangle inequality relations in the metric. Starting from the matrix
D? of squared interpoint distances, MDS consists of first computing

1
B = H,DH,

Where H,, = §;; — %, and B is the “double-centered” version of D?. Under the
assumption that the points have Euclidean coordinates, and that their centroid is at
the origin, B becomes the matrix of all dot products between the points. Under such
assumptions, if X is a matrix with all the points’ coordinates, then B = X X7 Since
B is a symmetric matrix, its eigenvalues are real and its Singular Value Decomposition

(SVD) yields:

B=XXT=QAQ"

Where () contains the eigenvectors, and A is a diagonal matrix with the corre-
sponding eigenvalues, ordered by their magnitude. This in turn yields:

X =QA'Y?

Which gives a formula to recover the points’ coorinates X. If the points happen to
lie in a much lower-dimensional subspace of the input space, fewer than n coordinates
suffice to explain the interpoint distances. The coordinates produced by MDS are
ordered by variance (since these come from an SVD), so it is customary to keep the
first d coordinates, and discard the rest. This is where the dimensionality reduction
takes place.

Isomap: ISOmetric feature MAPping. Isomap [15] takes the MDS approach
one step further, by trying to infer topology information from the data. This is



achieved by determining the connectivity of the input sample and defining a new
notion of distance that respects the inherent topology. The topology is inferred by
connecting each point to its nearest neighbors, and limiting the extent of the space
to this network (or graph) of neighbors. In this new constrained model, “travelling”
between points is only possible by “hopping” through neighboring points, so the
distance between a pair of points z and y is no longer simply d(z,y), but the shortest
path between z and y on the neighborhood graph. This is called geodesic distance
since it resembles the shortest possible distance between two points on the surface of
the Earth. In the case of Isomap, the geodesic distance is the length of the shortest
path between the points when constrained to the surface, and the surface topology is
approximated by the neighborhood graph. The geodesic distance between points can
easily be proven to be a metric if the graph is undirected and the edge distances come
from a metric, since they are positive, symmetric, and triangle-inequality compliant.

Isomap then applies MDS to the n x n matrix D of geodesic distances, producing
as a result a set of Euclidean coordinates that best approximates these geodesic
interpoint distances. This tends to “unroll” the shape of the manifold, capturing
its intrinsic low-dimensional parameterization. An example of Isomap applied to a
non-linear data set is shown in figure 2.1. In summary, the Isomap algorithm consists
of the following steps:

1. Build a neighborhood graph G. Determine which points are considered neighbors
on the manifold using the distance measure d(i,j). This can be done either
selecting the k closest points, or every point within some distance threshold e.
Both methods are discussed in section 2.5.

2. Compute the geodesics. These are the shortest paths on G for all pairs of points.
Construct a matrix D where D;; is the shortest path between z; and z;.

3. Compute the low-dimensional embedding. Use classical MDS on the matrix D
of estimated geodesic distances computed in 2). This produces d coordinates
for each point that best preserve the geodesic distances.

The Isomap algorithm can be very resource demanding for large data sets. For
this reason, a lighter version of Isomap, called Landmark Isomap, was devised. It is
discussed next.

2.2.1 Landmark Isomap

Most interesting applications produce vast amounts of data. Applying the original
Isomap procedure to all points may be computationally intractable in these cases,
since there are n? possible interpoint geodesic distances and eigenvectors/eigenvalues
need to be obtained for a similarly sized matrix.

To aleviate this situation, an improvement can be made based on the following
observation. If the manifold where the samples come from is truly low-dimensional
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Figure 2.1: Isomap at work. a: A two-dimensional data set provided as three-dimensional
points. The nearest neighbor graph is superimposed. b: The resulting two-dimensional
Fuclidean embedding that best preserves the geodesic distances.

(and presumed Euclidean), and the input sample consists of points in general position,
one could locate every point just by giving its distance to a small set of “landmark”
points, rather than to every other point. For example, all points on a two-dimensional
plane can be uniquely located given their distances to 3 non-colinear landmark points,
as depicted in figure 2.2.

Thus, landmark Isomap computes geodesics from every point to the landmark
points only, and then produces an embedding of the points that best preserves these
distances. It is based on landmark MDS, discussed in [23]. If n; landmarks are used,
the geodesic and eigenvalue computations are reduced by a factor of n;/n.

A good value for the number of landmarks to use, n;, may not be trivial to choose.
Since the data is likely to be noisy, not in general position, and not necessarily sam-
pled from an Euclidean manifold, using d + 1 landmarks, where d is the “believed”
dimensionality of the manifold, is too risky. Normally, as many landmarks as are
computationally feasible are used, which usually means as many as can be accomo-
dated in the system’s memory. Parallelizing the algorithm allows a linear increase on
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Figure 2.2: Points on a two-dimensional plane can be uniquely located given their distances
to three non-colinear “landmark” points (in white).

n; (more on section 2.6).

2.3 Constrained least squares fit for local reconstruction

Points that have not been used in the dimensionality reduction technique to infer
the manifold shape can be approximately mapped to a reasonable position in the
manifold based on their distances to points for which embedding coordinates are
known, provided that the manifold geometry has been adequately captured.

Isomap aims at preserving global information about the topology of the space,
by preserving geodesic distances between points that are far away. The mapping
procedure presented here preserves local topology information by describing the new
point as a linear combination of its nearest neighbors in the manifold, and then
computing the coordinates for the new point from the embedded coordinates of its
neighbors. This computation is much faster than computing geodesic distances and
eigenvectors/eigenvalues.

Other classification techniques might be used to achieve a similar goal, like neural
networks. However, such methods usually rely on the point coordinates, and we are
dealing with metric spaces. There is even an incremental version of Isomap [24] that
recomputes the embedding when a new point is added, but repeating this update for
many points becomes expensive.

This procedure is used in LLE [16] as an intermediate step towards computing a
global embedding. Here, however, it will only be used to directly recover embedding
coordinates for new points based on its neighbors’ coordinates. The basic idea is to
express the embedding coordinates of a point as a weighted sum of the coordinates of
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its nearest neighbors. If p is the point to insert and ¥ are its embedding coordinates,
then:

Where 77} are the embedding coordinates for the j neighbor of p. The recon-
struction weights w; can be computed from the distances between p and its K neigh-
bors, and the distances among the neighbors, as shown in [25]. Once the K nearest
neighbors of point p are known, the following algorithm can be used to compute the
reconstruction weights:

Algorithm 1 SOLVE WEIGHTS ( p, N|[1,...,K])

p: point to get reconstruction weights for
NI[1,..., K]: the K nearest neighbors of p

Let K = number of neighbors of p
Let 4,5 =0,..., K where 0 is point p and 1, ..., K its neighbors

Sij = d*(i, )

Pij = %((K_H)Zk o(Sit + Skj) — (327) Xm0 Skt — Sig)
Gij = poo — pio — Poj + Pij

@ = SOLVE LINEAR (Y, Gt =1)

m o Z Wy

return W

The algorithm starts by building a (K + 1) x (K 4 1) matrix of squared interpoint
distances, S, that includes the point p (at index 0) and its neighbors (at indices 1
through K). After that, the “doubly centered” version p is computed from S so that
p is a dot product matrix, much like in MDS (see section 2.2), and the Gram matriz
G for the neighborhood centered at p is computed by subtracting the row and column
distances to p. Then, the unnormalized reconstruction weights w can be obtained by
solving the linear system of K equations ) ; Gjwy, = 1. Finally, normalizing the
result yields . SOLVE_LINEAR can be any efficient algorithm to find the solution to
a system of linear equations.

Using this method, Isomap could be used to embed some carefully chosen subset
of the data, and the rest can be inserted into the manifold following these local
computations. Excluding points from the Isomap procedure entails fewer geodesic
computations and a smaller matrix for the eigenvector computations, plus obtaining
embedding coordinates for excluded points this way is orders of magnitude faster.
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2.4 Choice of distance measure

The distance measure d(i, j) used to build the embedding greatly determines the
embedding coordinates, since these are computed from the (geodesic) distance ma-
trix. d(i,7) depends on the application and the uses of the embedding. For some
applications, different distance measures for the same data may be devised; in gen-
eral, any measure of similarity that regards similar points as “close” and dissimilar
points as “far away” will produce a reasonable embedding.

For toy problems, such as those typically used to illustrate the effect of Isomap, the
Euclidean distance is an obvious choice because it will produce an intuitive “unrolling”
of the manifold. In other cases, the distance is not necessarily Euclidean but just a
metric, or maybe even not a metric (considerations on dimensionality reduction of
non-metric data will not be discussed here). Using non-FEuclidean metrics could have
an impact on the neighborhood building method, requiring it to be more general.
For example, if one cannot use the points’ coordinates to directly infer their location
relative to other points in the input space, coordinate-based data structures such as
k-d trees cannot be used, but more general metric trees [26] would be required.

For molecular data, and especially for protein chains, the most popular shape
similarity measure is least- Root-Mean-Squared-Deviation or IRMSD, which is defined
on two N-atom molecular conformations x and y as:

N
1
IRMSD(,y) = | 1 > _ | — Ryg?

=1

Where z§ and y§ are the positions of atom ¢ in both conformations after trans-
lating the molecule’s centroid to the origin, and R is the orthonormal 3 X 3 matrix
that minimizes the above expression. Computing R is the most expensive part of
computing IRMSD, and is detailed in [27, 28]. IRMSD is a metric, since the three
metric properties can be proven for it.

The IRMSD distance is so expensive because it scales with the molecule size, and
requires computing R for every pair of points to compare. Aligning all the molecules
with a “reference” molecule and then using the resulting coordinates as Euclidean
coordinates does not have the same effect; this approximation is a typical approach
when applying PCA (or other coordinate-centered methods) to molecular simulation
data, but the real pairwise intermolecular distances are lost.

Because IRMSD is so expensive, the most time-consuming step in the Isomap
algorithm becomes the computation of the neighborhood graph.

2.5 Near neighbor search

The low-dimensional embedding computed by Isomap depends almost exclusively
on the neighborhood graph, since it determines the topology to be preserved when
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computing geodesic distances. Neighborhood graphs built with different parameters
can yield different embeddings. After computing the neighborhood graph, however,
the nature of the data becomes less relevant, since both a toy problem using the
Euclidean distance or a real problem using very complicated point descriptions and
a non-trivial metric are reduced to the same thing: the distance matrix D on which
MDS will be applied.

It is not surprising, then, that the most data-dependent and expensive step of the
Isomap algorithm is the computation of the nearest neighbor graph, and the cost is
proportional to how expensive the distance measure is. For example, for molecular
data using IRMSD as the distance measure, running a full embedding can make the
neighborhood graph computation take up to 99% of the total time for medium-sized
molecules. In general, it can take O(n?) time to build a full nearest-neighbors graph
for n points [29], even using metric trees or other indexing structures.

Different kinds of neighborhood graphs can be conceived to approximate the
geodesic distances, some of which are described in the following sections. Quali-
tatively, the optimal neighborhood type and parameters depend on the input sample.
If points are connected to other points that are too far away, artificial “shortcuts”
in the topology might remove some of the manifold’s curvature. But having too few
neighbors compared with the sampling density can produce artificially long geodesic
distances, giving the manifold excessive local curvature (figures?). In most instances,
starting with some good intuitive value for the neighborhood parameters is a good
idea, which can be refined if the embedding does not turn out as expected.

2.5.1 knn graphs

k nearest-neighbors (knn) graphs, are built by connecting each point p with the k
closest points to p according to a distance measure d(i, j), generally excluding p itself.
Let the set of k-nearest neighbors of p be denoted knn,. Formally, the knn graph
induced by a point set S is a graph G(V, E), where V are the vertices and E C V x V
are the edges, such that:

o V=25
o (v,u) € E iff u € knn, or v € knn,

The second condition makes the graph undirected, meaning that edges go both
ways if either point is a k£ nearest neighbor of the other. This is important for Isomap
if we are assuming that two points are equally reachable from each other; since the
goal is to approximate a smooth manifold, it is desirable to use undirected graphs. A
directed graph might have unpredictable consequences in the embedding (although
it might be meaningful for some application, it is not considered here). As long as
the graph is undirected, if d(i,7) is a metric, geodesic distances are also a metric as
explained in section 2.2.
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The work in [22] tested the robustness against varying k for an embedding of
protein conformations. In general, the embedding should not be too sensitive on k.
Extreme values of k can impact the embedding however, in at least two ways:

e Small values of k£ can produce disconnected graphs, especially for non-uniformly
sampled data. This is a problem for Isomap, since a decision has to be made
on whether to embed separate components of the neighborhood graph. For
most applications, including molecular motion data, embedding separate com-
ponents complicates the implementation significantly and has little value for
understanding global properties of the process under consideration.

e Large values of k produce the “shortcuts” explained earilier, and can potentially
flatten the manifold to the point of losing its non-linearity. In the limit, k = n
is equivalent to classical MDS.

An advantage of knn graphs is that the space complexity is kept under control,
since each point is initially connected to only k other points. Making the graph
undirected can potentially add O(n) neighbors for each point, but in practice this
rarely happens.

2.5.2 e-ball graphs

e-ball graphs are built by connecting each point p with every point ¢ whose distance
to p is less than or equal to e. Formally, the e-ball graph induced by a point set S is
a graph G(V, E), where V are the vertices and E C V x V are the edges, such that:

o V=25
o (v,u)€ Eiff dlv,u) <e

This graph will always be symmetric by construction, since d(v,u) < € implies
d(u,v) < € if d(i,7) is symmetric. It has been suggested in [15] that when the
local dimensionality is expected to vary in different regions of the manifold, an e-ball
neighborhood can yield slightly better qualitative results. Also, e-range queries are
easier to implement thatn Ann queries in metric trees.

The main disadvantage of e-ball graphs is the danger of having O(n?) space
complexity for high density regions, which impacts both the graph storage and the
shortest-path computations. Also, it is usually much more difficult to choose an ap-
propriate value for e rather than some k that would work for the same data. Even if a
suitable € could be found, data with extreme density differences could yield frustrating
results, like many points with little or no neighbors (eliciting a disconnected graph)
and many points with too many neighbors (increasing space and time complexity).
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2.5.3 Hybrid neighborhoods

To overcome the problems of epsilon-ball graphs, but offer some of its advantages,
a combination of knn and e-ball graphs can be devised as follows.

It is reasonable to assume the existence of a minimum number of neighbors,
kmin, that will ensure the graph connectivity and preserve topological information
for sparsely sampled regions, and a maximum number, k,,,,, above which the neigh-
borhood is considered saturated. The number of neighbors for any point p will be
allowed to range in [kpyin, kmaz), as long as the farthest neighbor of p above k,;,, is no
further than e. Formally, the hybrid (kmin, Emaz, €)-graph induced by a point set S is
a graph G(V, E), where V are the vertices and E C V x V are the edges, such that:

e V=S5
o (u,v) € Fiff d(u,v) <eand v € kpaenng, or v € kyimnn,

Hopefully, the regions of space that have only k,,;, neighbors can be considered
too sparse to contribute to the overall manifold shape, and regions with k,,,, can be
considered too dense. This idea works best if most points have somewhere between
kmin and k.. neighbors, since these regions form a true e-ball graph, while the
“sparse” and “dense” regions are assumed to be less relevant to the global manifold
shape.

In practice there can still be extreme data sets for which very few points end up
having between k,,;, and k.., neighbors for almost any reasonable combination of
parameters, especially in widely varying density sets. The problem of choosing the
appropriate €, ki, and k.. still remains data dependent and is in general not trivial.
One way to infer good values wasting some work would be to build a k,,,,nn graph,
then build a histogram of the neighbor distances, and infer a good value for ¢ from
the histogram; then the graph can be trimmed by removing neighbors that are farther
than €, but always keeping the bottom £,,;,.

2.5.4 Approximations and DPES

In order to speed up a knn graph computation in cases where the distance mea-
sure is non-Euclidean and/or very expensive, and the data is believed to lie in a
low-dimensional manifold, the input data can be approximately turned into low-
dimensional Euclidean data by doing the following:

1. Choose m “pivots” among the n data points
2. Compute the distance d(i, p;) from every point ¢ to the m pivots

3. Assign, to each point, the new m-dimensional vector (d(i,p1),...,d(i,pm))
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This is called DPES (Distance Projection into Euclidean Spaces) and was intro-
duced in [30], and applied to the knn graph of an Isomap embedding for protein
data in [31], work contributed to by the author. The idea is to consider distances
to pivots as “coordinates” to place the points, and points with similar coordinates
will be placed close to each other in the new m-dimensional space. Computing the m
coordinates for all n points takes O(mn) time.

The true knn neighborhood graph can then be approximated by computing the
knn neighborhood graph using the m-dimensional points and the Fuclidean distance,
which in general is orders of magnitude faster. According to how many pivots are
used, the results can have varying levels of approximation. However, if the data is
truly low-dimensional, using enough pivots should in general yield good results, as
shown in [31]. Once the approximate nearest neighbors are computed in the projected
space, the real distances can be computed in O(kn) time just by computing d(3, j)
for every point and its k approximate neighbors.

2.6 Parallel implementation and the SCIMAP algorithm

For interestingly sized problems we need to process a lot of points (maybe hundreds
of thousands, or even millions). These high-dimensional points may not fit in any
given processor’s memory, so a parallel scheme was devised for both the Isomap
computation and the reconstruction procedure used in this work.

Building a neighborhood graph with an expensive distance measure, computing a
matrix of size n; x n of geodesic distances and computing its eigenvectors and eigen-
values is not likely to fit in one processor’s memory at the time of this work when
using huge data sets. For the implementation, a parallelization of neighbor finding
and the PARPACK [32] parallel math library were used. The computation of geodesic
distances and the matrix computations can be evenly split into the available proces-
sors, allowing for a linear increase in the final distance matrix size. The parallelization
of these methods is far from trivial, though.

Also, the local point reconstruction method explained in section 2.3 has been
included as part of a parallel implementation, which allows the mapping of even more
points into an embedding. When computing free energy surfaces (see next section)
having more points usually yields a better approximation.

The enhancements mentioned here have been included in a scalable version of
Isomap, called ScIMAP, which was introduced in [22].

2.7 Reaction coordinates and free energy plots

The projection of each high-dimensional point into the first few non-linear coor-
dinates computed by Isomap can be easily visualized when the number of points is
rather small. For most interesting problems, however, a low-dimensional embedding
is computed for hundreds of thousands (or even millions) of points. Visualizing the
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Figure 2.3: A 2D scatterplot of the projection of a molecular trajectory into the first two
Isomap non-linear coordinates (left), where each point represents a simulation conformation.
The free energy surface computed from the same data (right).

scatterplot of the projected points directly becomes more difficult since the plot is
limited by the resolution of a single dot in the medium used, such as paper or a
computer screen (a scatterplot of embedded coordiantes is shown to the left in figure
2.3). Even though finding the location of a particular input point in the embedding
is useful, as is the reverse (i.e. finding what input points correspond to a region of
the embedding), it is much easier to use the embedding coordinates as a basis to plot
curves and surfaces that provide domain-specific information of the studied process.

For this reason, and since the application of this work is to automatically extract
reaction coordinates for molecular processes, the embedding results presented in the
next chapters will be shown as free energy curves and surfaces plotted as a function of
the embedding coordinates. Probability density plots are also an option (i.e. regions
of the plot could be painted in colors corresponding to the fraction of points in the
region). However, this work is applied to molecular simulation data that is driven by
temperature, and so it is best to analyze the results in a thermodynamic framework.
To this end, the embedding coordinates, when interpreted as reaction coordinates,
are split into bins and free energy is computed for each bin. Color-coding each bin
according to its free energy value produces the plot shown to the right in figure 2.3.

Free energy is a quantity that indicates equilibrium in a thermodynamic process.
Unlike purely mechanical systems, where equilibrium is found at potential energy
minima, thermodynamic systems find their equilibrium at free energy minima. One
definition of free energy is given by:

F=FE-TS
Where F' is the free energy, E the potential energy, T' the temperature of the
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system and S the entropy of the system. This definition suggests two different kinds
of minima for F'. If the energy F is low, and if the entropy S is high; the entropy term
becomes more important as the temperature is raised. For example, in figure 2.3, the
minimum to the left corresponds to a folded protein, which has low potential energy
(but low entropy as well) and the bigger minimum to the right corresponds to the
most probable unfolded protein, which has high potential energy but high entropy as
well.

Free energy values for discretized data classified along reaction coordinates, such
as that used in this work is computed by the weighted histogram analysis method

(WHAM) [33, 34, 35].
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Chapter 3
Application to Small Peptides

The main goal of this work is to apply the SCIMAP algorithm to molecular tra-
jectories and to understand what the dimension-reduced data represents, in order to
assess the usefulness of the ScIMAP coordinates as reaction coordinates.

In this chapter, the application focuses on two small peptides of increasing com-
plexity: the Alanine Dipeptide and an artificial S-hairpin. The reason why these
peptides were chosen is that their main motion parameters are easy to understand
—and even visualize— so the interpretation of the recovered coordinates can be very
intuitive. When working with big proteins that fold and unfold (as those presented
in the next chapter) particular shape transitions are much harder to describe with
traditional reaction coordinates, and direct visualization of such trajectories becomes
unmanageable.

3.1 Alanine Dipeptide

In this section, ScIMAP will be applied to a small biomolecule that has been stud-
ied thoroughly in the past, the Alanine Dipeptide. The intrinsic degrees of freedom
(DoFs) of the alanine dipeptide are well known since it is composed of a very small
piece of backbone and one Alanine sidechain attached to the only alpha Carbon (C,)
in the backbone. Because the two peptide bonds it has are quite rigid, the important
DoFs left are the torsions around the |, atom and the sidechain and capping term
torsions (CHjs groups).

ScIMAP will be applied to a set of Alanine Dipeptide conformations sampled from
molecular dynamics simulations in implicit water, using the IRMSD metric explained
in section 2.4.

3.1.1 Model

The Alanine Dipeptide molecule used here has the structure CH;-CONH-CHCHj;-
CONH-CH3 and is depicted in figure 3.1. It is a full-atom model composed of 22
atoms, including 12 hydrogen atoms. The molecular dynamics simulation was run
using the sander module of the AMBER 9.0 package using an implicit water model to
simulate the molecule in solution. The system was run at room temperature (300K).
The trajectory used here is composed of 500,000 conformations.
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Figure 3.1: Alanine Dipeptide

3.1.2 Preliminary analysis

As mentioned earlier, the Alanine Dipeptide has been studied extensively using its
internal DoF's. Its most important dihedral angles are the ¢ and v backbone angles,
or Ramachandran angles, shown in figure 3.2. These angles determine the overall
shape of the peptide since the peptide bonds are very rigid, and the CH3 torsions do
not affect the backbone orientation.

Several computational studies [36, 37, 38, 39, 40] use the Ramachandran angles
to explore the molecule’s conformational landscape, both in vacuum and in solution.
In general no other DoFs are necessary to study its landscape, although Bolhuis et
al. [37] found another torsional angle -which they named 6- to be important, but
only in the vacuum model. This angle is defined as the torsion formed by the atoms
O-C-N-C,, and is before the ¢ angle (see figure 3.2). In the solvated model used here,
however, there was no significant motion of this angle other than a vibration around
equilibrium, which agrees with Bolhuis’ explicit water model.

Several different shape variations of the peptide as a function of its (¢, 1) angles
have been classified and named, for example as in Drozdov et al. [40]. However, there
are two main shapes that are clearly distinct and most often visited by the peptide;
these are the extended conformation and the right-handed helical conformation (see
figure 3.3). The next section presents the distribution of the (¢,1) Ramachandran
angles for the studied trajectory, and also the CHjs torsions that the full-atom model
exhibits.
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Figure 3.2: Alanine Dipeptide angles

Figure 3.3: Alanine Dipeptide main shapes. a) Right-turn. b) Extended.

23



200

150

100F

S0

_50 b

- IV

-1oo

-180

.

L L L ! L L L )
-200 -150 =100 =50 ] 50 100 150 z00

Figure 3.4: Alanine Dipeptide Free Energy as a function of the Ramachandran angles

Ramachandran plot

Figure 3.4 shows free energy values as a function of the (¢,%) Ramachandran
angles computed for the trajectory. The exact location of the most probable states
can vary a little across the literature, due to slight differences in the molecule and/or
computational setup, but most find the following two states to be the most important:

1. Extended. Also called “Cr.,”, “C5” or “p-like” since it is the more extended
shape. This state roughly corresponds to the top-left corner of the Ramachan-
dran plot.

2. Right-turn. Also called “agr” or “a-like” since it resembles a tiny piece of
a right-handed helix. This state roughly corresponds to the other important
minimum, south-east of the extended conformation.

Many other states have been named in the literature. The ones presented here
are those corresponding roughly to the center of the remaining minima:

1. Left-turn. Also called “a;”. This corresponds to the lonely minimum in the
middle-right of the plot, and is extremely unlikely with the given model.

2. ap. This is the minimum west of a g, another helix-like conformation.
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Figure 3.5: Distribution of CH3 angles.

3. Pyr. Also a less likely minimum. The physical reasons for this minimum are
studied in [40].

As stated earlier, the top (f-like) and bottom (a-like) shapes in the Ramachandran
plot are the two main states most studies agree on.

Because a full-atom model was used here, the sidechain rotamer x and the capping
CHj tosrions at the C- and N-temini —0; and 05 respectively— exhibit a full 360 degrees
of mobility. These are symmetric shape-wise and do not affect the overall peptide
shape as dictated by the backbone angles, but for the purpose of motion analysis it
is worth noting their span. Figure 3.5 shows the frequency for these angles in the
studied trajectory. All other torsions in the molecule do not deviate significantly from
their equilibrium positions.

3.1.3 ScIMAP results

The ScIMAP algorithm was applied to the 500,000 simulated conformations using
IRMSD as the distance measure, as explained before. To build the neighborhood,
several values of k were tried (10, 15, 20, 25) for a knn graph (see section 2.5.1),
as well as a few hybrid neighborhoods (see section 2.5.3). There was no significant
difference in the recovered landscape other than a slight shift in the clusters, attesting
to the robustness of the method against varying neighborhood parameters. 5,000
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Figure 3.6: Free energy of the Alanine Dipeptide vs. the first three SCIMAP coordinates.
Left: 15 vs. 27 coordinates. Right: 3% vs. 2"? coordinates..

landmarks were chosen randomly from the trajectory. The number of landmarks was
chosen to be as many as could fit in memory, as explained in section 2.2.

The following sections present the ScIMAP-recovered landscape for two variations
of the distance measure: one that considers hydrogen atoms as distinguishable, and
one that considers them indistinguishable. The reasons for using these two models
will be explained shortly.

Full atom model

This section presents the ScIMAP-recovered coordinates for the full-atom model,
that is, considering CH3 hydrogen atoms as distinguishable. This means that the
three possible interchanges of the hydrogen atoms —at 120° from each other around
the Carbon atom— are considered as different conformations. Under this model, the
mapping of the simulated conformations into the first three coordinates of the low-
dimensional embedding is presented in figure 3.6 as a free energy plot.

The embedding clearly shows clustered regions connected by transitions between
them. A correspondence analysis shows the conformations grouped as labelled in fig-
ure 3.6, referencing the names from figure 3.4. The main SCIMAP coordinate provides
precisely the separation between the extended (left) and helical (right) shapes, which
in turn corresponds to the ¥ backbone angle. The two possible transitions between
these states, one less likely than the other, are aligned along the first dimension. A
distinction between the two variants of each shape (as separated by the ¢ backbone
angle) is not very noticeable in this model.

It is interesting to note the rotational symmetry present within the 2m¢ — 374
dimensions. Matching each of the three symmetric clusters in these dimensions with
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the three clearly defined values for the rotamer torsion x shown in figure 3.5 shows
a perfect agreement, so each of the three rotationally-symmetric clusters corresponds
to each of the three equilibrium positions of the hydrogen atoms in the sidechain
CHj group (named x1, x2 and x3 in the figure). It is important to note that even
though Y is a single degree of freedom, ScIMAP requires 2 dimensions —2"¢ and 37
to capture it. This is so because the topology of a rotational degree of freedom that
is sampled in a full circle (or, more formally, since y € S!) cannot be reduced to
a single Fuclidean parameter, as is ScIMAP’s goal. Thus, since the neighborhood
graph connects conformations from the full range of motion for y, the circle is closed
and two dimensions are required to encode this.

Regarding possible transitions, the main ones from the Ramachandran plot can be
identified, plus transitions between the three rotamer positions. In other words, the
rotamer y has to be locked into one of its three stable positions before a transition
to/from the helical /extended shape of the peptide can be achieved. This fact is
not easy to realize by visualizing the molecule samples themselves and exemplifies
the explanatory power of the method. Also, transitions between the three hydrogen
placements for the rotamer are possible only within one of the main shapes (extended
or helical) but not simultaneously with a backbone shape transition, as can be inferred
from the connectivity of the clusters.

The less likely aj state is represented as a minimum of its own. In figure 3.6
(right) two identifiable minima are seen around x, and y3 which correspond to the
sampled «y, shapes. This agrees with the simulation data, since the few «y samples
exhibit only these two hydrogen placements for the rotamer.

Can the higher embedding dimensions (4* and up) encode any other useful in-
formation? Up to this point, the main Alanine Dipeptide shapes due to the angles
¢, ¥ and y have been identified within the first three embedding dimensions. The
remaining important degrees of freedom, as mentioned in the previous section, are the
capping CHj terminals’ dihedral angles, named ¢; and d5 here. A similar correspon-
dence technique as that used for the y angle can be used to find conformation clusters
for the three semi-stable hydrogen positions for d;. An exhaustive search on every
possible 2- and 3-dimension combination reveals that an oblique two-dimensional pro-
jection of the 4" 5 and 6'* embedding dimensions encodes the §; dihedral angle, as
shown in figure 3.7.

Again, since §; € S' and its full range of motion is sampled, more than one
dimension is needed to capture this degree of freedom.

For comparison, the Principal Components Analysis (PCA) projection for the
data is given in figure 3.8. This projection is computed by aligning all the simulation
conformations with a reference structure, and then applying PCA to the aligned
coordinates, which is the usual procedure.

The first PCA projection roughly separates between the helical (left) and extended
(right) conformations, but other distinctions are hard to identify. In particular, dis-
tinctions by the possible values of y and § cannot be clearly seen in the first 6 PCA
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Figure 3.7: Projection of the simulation data into the 4" — 5t — 6" embedding coordinates,
showing the three equilibrium values for §; color-coded. Each color represents conformations
with a value of §; in each 120° region.

projections (data not shown). The third PCA coordinate (figure 3.8, bottom left)
presents several minima that do not correspond to clearly identifiable shapes of the
peptide. Only the top minima correspond roughly to some conformations with a pre-
dominant value for the rotamer y, but many of these shapes are misclassified into the
other minima as well. A linear PCA projection of aligned coordinates is not sufficient
to clearly identify all the states. The residual variance comparison shown to the right
of figure 3.8 explains how ScIMAP captures the variability of the data much clearer
with the same (or fewer) coordinates. Residual variance has traditionally been the
measure of choice to assess the performance of dimensionality reduction techniques.
For this reason, it will be shown throughout the results. However, especially with the
more complex systems starting with that of section 3.2, the residual variance analysis
suggests that in some cases the qualitative difference in the results are much more
dramatic than the residual variance differences.

In the process of building the ScIMAP projections, the IRMSD distance considers
different interchanges of the hydrogen atoms around a carbon atom as different, so
these combinations are grouped as individual clusters corresponding to seemingly dif-
ferent states. Chemically, however, hydrogen atoms are considered indistinguishable,
so different hydrogen shufflings should correspond to the same state. To work around
this problem, a variation of the concept of similarity is introduced in the next section.

The results from this section are still interesting from a shape perspective, since
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Figure 3.8: Principal Components Analysis (PCA) projection for the Alanine Dipeptide
trajectory. Left: the first three principal components of each conformation are shown.
Right: residual variance comparison with SCIMAP, as a function of the number of dimen-

sions computed.
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in proteins, most sidechain dihedral angles do not exhibit the symmetry of the CHj
group, and may need to be regarded as different.

Indistinguishable hydrogen model

As explained in the previous section, some care may need to be taken when the
IRMSD metric regards as “different” conformations that represent the same physical
or chemical state. This situation is less likely to occur in coarse-grained protein
models such as the one used in the next chapter, where there are no individual atoms
and proteins are modeled at the aminoacid level.

To circumvent this problem for the Alanine Dipeptide, the distance function be-
tween conformations, given to the SCIMAP algorithm, can be modified to consider
different CH3 hydrogen interchanges as the same. This is easily achieved by using the
same IRMSD metric, but post-processing the trajectory in the following way. Each
hydrogen atom is assigned one of the three 120° regions around the C atom. When-
ever the three hydrogen atoms jump to a circular rotation of their original positions,
they are re-numbered so that the IRMSD distance still considers each to be inside
its 120° region. It is worth noting that in this model all atoms (including hydrogen
atoms) are kept, to allow their vibrations to be sampled. Other authors [36] have
used the united atom (UA) model instead, which models all three CH3 groups as a
single special “atom”, effectively reducing the degrees of freedom of the molecule.
Another approach is to strip the CHs hydrogen atoms altogether from the trajectory;
the results for this case are very similar and are not shown here.

The ScIMAP embedding under this new model is shown in figure 3.9. The three
symmetric clusters corresponding to the y angle are no longer seen. Instead, the
absence of the closed circular topology of the CHs groups allows ScIMAP to capture
the separation by the ¢ angle better, and the distinction between the two ways to go
from the “extended” to the “helical” shape, which are still clearly differentiated by
the first coordinate. In the Ramachandran plot, the 1) angle provides two ways to go
from the “extended” to the “helical” shape: around 1 ~ 55° and ¥ =~ —100°. In the
new embedding, the first two coordinates clearly capture the circular topology of .
Since ¢ is not sampled in its full 360° degrees, SCIMAP can use one dimension (the
34 to separate the 2 main shapes associated with varying ¢. The less likely oy, state
is identified in a cluster of its own, separated from the other states. The system goes
to the oy state very few times, so this transition is sampled much less (seen as a light
trail going to/from the ay, state).

Again for comparison, the PCA coordinates are shown in figure 3.10. Note that
this time the PCA projection is more similar to the ScIMAP results, in the sense
that the conformations are projected into a barrel-like shape. PCA was applied to
the coordinates after re-positioning the hydrogen atoms whenever a flip occured, as
explained above. Since the coordinates for the hydrogen atoms do not move far from
their equilibrium positions (especially when all conformations are aligned, the first
step before applying PCA to them) the main motions correspond to the full turn of
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Figure 3.9: Free energy versus the first three SCIMAP coordinates for the indistinguish-
able hydrogen model of the Alanine Dipeptide. 1% — 2"¢ coordinates (top) and 15 — 374
coordinates (bottom).

the ¢ angle and a partial turn of the ¢ angle, and PCA can capture these simple
rotations using three coordinates. However, the linear projection done by PCA mixes
the cluster boundaries, not providing the clean state separation (and transitions) that
ScIMAP does. In other words, even though four main minima are seen (labelled in
figure 3.10), the correspondence with the four main states is not as clear as with the
ScIMAP coordiantes; the residual variance comparison (right) reflects this. Also, the
oy, state is mixed together with the other two helix-like states, and cannot be labelled
in the figure; clearly, a PCA projection of coordinates cannot capture the difference
between a right- and a left-turn of the Alanine Dipeptide.
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Figure 3.10: Free energy versus the first three PCA coordinates for the indistinguishable
hydrogen model (left). Residual variance comparison with ScIMAP (right).

3.2 [(-hairpin

In this section the same ScIMAP procedure, unchanged, is applied to a coarse-
grained model of a small peptide that has a stable shape corresponding to two antipar-
allel § strands adopting a hairpin conformation. The exact same procedure with the
IRMSD metric as a basic operation is used, to attest to the power of SCIMAP for the
automatic recovery of meaningful structural reaction coordinates. It turns out that
ScIMAP can separate two stereo-symmetric shapes of the peptide that the IRMSD
metric alone would consider as similar, thanks to the geodesic distance formulation.
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Figure 3.11: Model of a 22-residue S-hairpin rendered as a tubular representation, showing
the “closed” or “folded” conformation.

3.2.1 Model

The hairpin is modelled using a simplified protein formulation proposed by Thiru-
malai and used in [41], at the aminoacid level. The Thirumalai model includes force-
field terms for bond, angular, dihedral and long-range interactions, and allows for
three distinct residue types. The -hairpin used here is composed of 22 such residues,
arranged into two different length strands connected by a hinge region, as depicted
in figure 3.11.

The simulation was run near the folding temperature for the hairpin. The force-
field parameters assign a certain degree of rigidity to the strands, and more flexibility
to the hinge residues; however, the hairpin still exhibits bending and twisting of the
strands. A trajectory of 360,000 conformations gathered this way was used in the
analyses that follow. Eight different random starting conditions were used to gener-
ate the dataset, which can roughly be estimated to last for one millisecond; at this
temperature, several opening/closing events take place.

3.2.2 Preliminary analysis

The S-hairpin motion landscape is slightly more difficult to characterize than that
of the Alanine Dipeptide, yet it is still possible to understand by visually inspecting
some of the simulation conformations, which is not typically possible with larger
proteins (40+ residues). For this reason, it is suitable as a bridge between the Alanine
Dipeptide and the larger proteins presented in the next chapter.
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This hairpin model presents two clearly different states: a closed or folded state,
and an open or unfolded state. The closed state corresponds to that of figure 3.11,
while the open state corresponds to a more elongated shape, where residues are not
in contact. Other intermediate “semi-closed” shapes are also distinguishable when
visualizing the trajectory.

3.2.3 ScIMAP results

The ScIMAP results presented here were run using the same IRMSD distance
measure and k = 12 neighbors. ScIMAP embeddings for £ = 15, 10, 5 and even
3 were performed that yield almost identical results for this peptide. It is worth
noting that for the ScIMAP method, this case is no more expensive than that of the
all-atom Alanine Dipeptide one, since in both cases the data is given as the (x,y, 2)
coordinates of 22 “atoms”, and the IRMSD computation for both cases is identical.
The difference lies in the fact that the hairpin is a 22-residue long peptide instead of
just one, which allows for much more conformational freedom. Figure 3.12 shows the
Free Energy plot constructed as a function of different two-dimensional projections
of the first three SCIMAP coordinates.

The first SCIMAP coordinate clearly places the “closed” hairpin conformations to
the left and the “open” ones to the right, accounting for the main reaction direction. It
is important to notice the second ScIMAP coordinate in this case; the two-dimensional
plot exhibits a symmetry along this coordinate, which can be explained by looking
at representative hairpin shapes placed by ScIMAP in the two symmetric free energy
minima. The main minimum at the center corresponds to the most stable closed state
of the hairpin, the one that has the maximum number of residue contacts (which
corresponds to the anti-parallel placement of both strands).

The top and bottom minima correspond to the conformations labelled M1 and
M2 in figure 3.12. These two shapes seem similar but they are not. M1 corresponds
to one of the two relative placements of strand 1 with respect to strand 2 (e.g. strand
2 “behind” strand 1 in the perspective shown) while M2 corresponds to the opposite
relative placement. M1 and M2 correspond to two stereochemically different twists
of the hairpin.

It should be stressed that only Isomap’s geodesic distance formulation, used in
ScIMAP, could automatically capture the difference between M1 and M2, since the
IRMSD distance alone would have classified both shapes as similar. The transitions
between the M, F and U states clearly show that the hairpin cannot directly “jump”
from an M1 conformation to an M2 conformation without separating the strands
first. This can happen in two ways: either the hairpin folds into the F state, which
leaves both strands in antiparallel position allowing their re-positioning, or the hairpin
unfolds into the U state from which the re-positioning can also occur. The free
energy surface as a function of the first two coordinates clearly shows these possible
transitions as saddle points.

In figure 3.12, the third ScIMAP coordinate is also shown for illustrative purposes.
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Figure 3.12: Free Energy plots using the first three SCIMAP coordinates. Representative
ensemble pictures for the four main minima are shown in the bottom-right corner.
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Figure 3.13: Free Energy plots using the first three PCA coordinates. The U, F and M
states only roughly correspond to those in figure 3.12. The residual variance vs. number of
computed dimensions for both ScIMAP and PCA is shown to the right.

This dimension adds to explaining the data variability but does not introduce new
minima or transitions.

A free energy landscape computed as a function of the first three PCA coordi-
nates is shown in figure 3.13 for comparison. For such a small system, PCA manages
to roughly separate open and closed states, and has a third minimum to the right,
also roughly corresponding to a single semi-open state. However, the separation is
less clear. A representative ensemble of conformations picked from the F and M re-
gions includes many misclassified shapes. Obviously the M1 and M2 states explained
above, which ScIMAP separates, cannot be clearly distinguished by PCA which is
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only coordinate-based (and linear). The residual variance of SCIMAP and PCA as a
function of the number of dimensions used is also shown. ScIMAP clearly classifies
the data variance better with just one coordinate; however, even though after the
second coordinate the variances are comparable, the non-linear nature of ScIMAP
still captures more interesting features than PCA. This is an example of a case where
residual variance alone is insufficient to evaluate the performance of a dimensionality
reduction technique, and domain-specific information (such as the two stereochemi-
cally symmetric states) is used to illustrate SCIMAP’s superior performance.

3.3 Conclusion

The application of the ScIMAP algorithm to abundant simulation data of the
Alanine Dipeptide, in order to obtain a low-dimensional representation for each sim-
ulation conformation, successfully classifies the samples according to its well-known
parameters, but using only shape similarity —and no knowledge of its actual degrees
of freedom— as a basic operation. In particular, the first automatically-recovered
coordinate differentiates precisely between the two main shapes of the peptide: ex-
tended and helical. This is true for both the distinguishable and indistinguishable
hydrogen models presented here. When hydrogen atoms are made indistinguishable
to the distance measure used by ScIMAP, the second most important backbone an-
gle is more clearly recovered. For this rather simple molecule, it is also possible to
find a correspondence to less important DoFs in the higer dimensions computed by
ScIMAP.

The application to a (G-hairpin clearly classifies the open/close reaction in the first
coordinate. This example in particular shows the remarkable power of the geodesic
formulation of SCIMAP, separating geometrically similar states that cannot be reached
directly one from the other, and the transitions the system needs to go through in
order to do so. Again, all these facts were concluded using the exact same algorithm,
with the exact same distance measure, unbiased by any a priori known information.
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Chapter 4
Application to protein folding

In this chapter, the application shifts to larger proteins. In particular, the analysis
focuses on protein folding data gathered through simulations. The three-dimensional
shape of a protein determines its function, and it is believed that the aminoacid
sequence of the protein in turn determines its spatial shape. It is also known experi-
mentally that when a protein is unfolded, and then returned to its native environment,
it re-folds to its functional, native or folded shape in most cases.

Computational studies of protein folding rely on physical models to obtain sim-
ulated trajectories followed by the modelled protein. As in the previous chapter,
different models with different levels of detail are possible. However, for any medium
or large sized protein, all-atom simulations are prohibitively expensive with current
models. In order to sample at the relevant time scales for protein folding (in the
millisecond-second range) simplified models are used. The most popular are collec-
tively known as coarse-grained models, where a group of atoms is modelled as a single
special “atom” that simulates the behavior of the group.

Using coarse-grained models, the folding and unfolding of proteins can be sim-
ulated in a reasonable time. However, due to the extremely large apparent degrees
of freedom of these systems, the characterization of the main motions does not lend
itself to direct analysis in terms of particular atom positions or angle combinations.
This is why research groups use reaction coordinates such as those explained in sec-
tion 1 to simplify the classification of the main states and transitions proteins exhibit
while folding. But devising reaction coordinates for each particular protein can be
time-consuming and not always met with success. Having an automatic procedure to
extract structural reaction coordinates for protein folding reactions is of tremendous
value for the protein folding community. The work in [22], contributed to by the
author, served as a proof of concept for the application of SCIMAP to a medium-sized
protein, the SH3 src domain.

Next, the same ScIMAP algorithm used in chapter 3 is applied to classify confor-
mations sampled through coarse-grained simulations of large proteins with hundreds
of residues.

4.1 Challenges

Before going into the particular applications, it is worth noting some challenges
that the algorithm faces when working with trajectories of large molecules.
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Figure 4.1: Effects of varying the neighborhood parameter, k, when the protein is large
and the input data is time-correlated. Left: for & = 25, the plot looks like a random
sampling with identifiable clusters. Center: for k& = 20, the points in the periphery start
to exhibit visible “loop” characteristics. Right: for & = 15, most unfolding events are
embedded as a loop of their own, with geodesic distances being huge as can be inferred
from the coordinate scale.

Distance measure cost. The most expensive step of SCIMAP is the computation
of the neighborhood graph, which in turn requires the computation of the nearest
neighbors for all points. Most molecular distance functions, in particular the IRMSD
metric, scale with molecule size. After distances have been computed, though, all
systems become identical to the ScIMAP algorithm; computing geodesic distances
and eigenvalues does not depend on the molecule size.

Amount of sampling. The bigger the protein gets, the more variability there
can be in its folding route(s). Thus, bigger proteins are challenging not only because
their size makes distance computations more expensive, but also because usually
more sampling may be required. This in turn causes another problem: memory
requirement. Big proteins require more memory per conformation, and in particular
for the Lactose Repressor protein used in this chapter, the complete trajectory does
not fit in any given processor’s memory in a multiprocessor environment (assuming
2GB of memory per processor).

Sampling of unfolded state and time-correlated data. A large unfolded
protein presents a lot of shape variability. So much so, that it is typical to find
the k£ nearest neighbors of a conformation only within its neighbors time-wise along
the trajectory. As a result, the geodesic distances follow each independent unfolding
event separately when leaving the transition state. This shows up in the embedding
as independent “loops” as seen in in figure 4.1. To deal with this problem, either more
unfolded conformations need to be sampled for a fixed k, or k£ needs to be increased
to “pull in” together conformations that are not time-correlated.
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Figure 4.2: The CV-N protein in a cartoon rendering. The protein has two subdomains
connected by a hinge region.

4.2 Cyanovirin-N

The first protein presented here is Cyanovirin-N (CV-N), a protein that acts as
a virucidal for many viruses [?], such as HIV. The work in [42] studies this protein
using empirical, custom-made reaction coordinates to identify its intermediate state
along the folding route. CV-N has two separate domains connected by a hinge region;
a cartoon representation of CV-N is shown in figure 4.2.

4.2.1 Model

A coarse-grained Go-like model [43] was used to simulate CV-N, with 101 residues.
This model includes one “atom” per residue, as shown in figure 4.2 (right), and cap-
tures native interactions only, adding a repulsion term for non-native residue contacts.
The exclusion of disulfide bonds in the model allows for the stabilization of an in-
termediate state, as explained in [42]. 640,000 conformations were gathered through
molecular dynamics simulations at the folding temperature, using the AMBER pack-
age. This much data amounts to approximately 1.5 milliseconds, sampling many
folding/unfolding events.

Figure 4.3 shows, as an example, two empirical reaction coordinates chosen to
isolate the intermediate state of CV-N. Q, the fraction of native contacts, has a
region around 0.5 that roughly corresponds to the intermediate. Using RMSD-to-
native in the vertical axis helps to roughly assess the shape variability of the three
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Figure 4.3: Free energy landscape of CV-N as a function of QQ and RMSD.

main states, labeled F (folded), I (intermediate) and U (unfolded). Several empirical
reaction coordinate combinations have to be tried to identify the intermediate state
this way.

4.2.2 ScIMAP results

The free energy plot as a function of the first two SCIMAP coordinates for CV-N
is shown in figure 4.4 (higher dimensions do not present any discernible patterns and
are not shown). A compact minimum (marked F in the figure) corresponds to the
folded state of the protein as depicted in figure 4.2. The unfolded state basin (U)
to the left is clearly seen, as is the intermediate (I). The intermediate state, which
corresponds roughly to some native contacts formed in the two domains of CV-N; is
very clearly connected to the folded state minimum through a preferred folding route,
shown as a low free-energy curve leading to a saddle point in figure 4.4.

A comparison with figure 4.3 clearly shows the qualitative advantages of the
ScIMAP coordinates. First, the ScIMAP coordinates show a better separation of
the three states. Second, the relative sizes of the free energy basins are indicative of
the conformational freedom of the molecule in the region; in other words, a wider min-
imum indicates more shape variability within that state. Third, the preferred route
followed by the protein is clearly visible. Also, the fact that these coordinates are
automatically computed from the conformational data and do not require knowledge
of the system adds great value to the method.

41



50 -

40 -

a0 -

z20 -

-10 -

Znd embedded coardinate
=
1

-20 -

-30 -

-40 -

_5D L | 1 1 1 | | | 1 1 |
=70 -G0 -850 -40 -30 -20 -10 ] 10 20 30
15t embedded coordinate

Figure 4.4: Free energy landscape of the CV-N protein as a function of the first two
ScIMAP coordinates. Free energy minima are labelled F (folded state), I (intermediate
state) and U (unfolded state). Note the clarity of the low free energy route connecting the
folded and intermediate states.

The PCA results are shown in figure 4.5 for comparison. PCA manages to roughly
separate most of the folded state from the unfolded state in the first coordinate.
However, there is no intermediate state and no folding route. The residual variance
comparison as a function of the computed dimensions is shown to the right of figure
4.5. Once again, even though after three dimensions the residual variances level up,
PCA still does not identify the features even when more coordinates are used.
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Figure 4.5: Free energy landscape of CV-N vs. the first two PCA modes (left). Residual
variance (right) again suggests SCIMAP is superior in explaining the data variability with
few dimensions.

4.3 Monomeric Lactose Repressor

The second protein analyzed is a monomer of the Lactose Repressor complex
(which is a tetramer) and is depicted in figure 4.6. The Lac Repressor is a protein
responsible for inhibiting the expression of lactose-metabolizing proteins when the lac-
tose levels are low. Computational studies of the Lac Repressor have been performed
in [44] and the experimental counterpart work in [45]. The computational work uses
the empirical reaction coordinates Q (fraction of native contacts) and pCO (partial
contact order) as defined in section 1 to be able to capture a special intermediate
state, as discussed in the next section.

4.3.1 Model

Again, a coarse-grained Go-like model was used, composed of 270 residues. The
Lac Repressor also has two subdomains joined by a hinge region, but it is much larger
than CV-N and its folding/unfolding landscape is much more difficult to capture.
Running simulations at a single temperature is problematic for this case, since the
protein takes too long to either fold or unfold. Because the ScIMAP results are better
when more sampling is available for the transition state, a non-equilibrium sampling
has to be performed in order to drive the protein through many folding/unfolding
events. In this case, simulations were run for temperatures slightly below and above
the folding temperature, to speed up the occurrence of folding and unfolding events.
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Figure 4.6: Cartoon representation of a monomer of the Lactose Repressor complex. This
protein also has a C-subdomain and an N-subdomain, joined by a hinge region.
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Figure 4.7: Pseudo free energy versus the empirical reaction coordinates QQ and pCO
(partial contact order) for the Lactose Repressor. Left: the folding landscape. Right: the
unfolding landscape.
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Folding set. This set of conformations corresponds to folding events sampled at
three different temperatures slightly below the folding temperature. All simulations
start from a different unfolded state and are allowed to fold into the correct folded
state, going through folding intermediates during most transitions. A pseudo-free-
energy plot for conformations gathered this way can be plotted against the empirical
reaction coordinates used in [44] to assess the folding landscape, and is shown in
figure 4.7 (left). Since the sampling is not at equilibrium, the free energy values are
not really representative of the true ones, but the plot helps identify the main states.
The F (folded) state and U (unfolded) states are clearly seen. There is an apparent
minimum close to the unfolded state, but it has been labelled U as well, since shape-
wise it corresponds to unfolded configurations transitioning into the intermediate,
when the first few contacts appear. Since Q is defined with a hard cutoff, these
shapes appear separated in the QQ range. The interesting intermediate states are
labelled T and X. I corresponds to the most likely on-route intermediate. The X state
is difficult to capture, and is a good example of when an empirical reaction coordinate
has to be chosen in order to distinguish it. In this case, X corresponds to a higher
pCO (partial contact order) value than I.

Unfolding set. Similarly, unfolding events can be sampled at different temper-
atures slightly above the folding temperature. The unfolding landscape shows only
one important intermediate near the folded state, and is plotted against the empirical
reaction coordinates in figure 4.7 (right). The other apparent minimum close to the
folded state is again an artifact of the hard cutoff for Q) and was not reported in [44].

Several folding and unfolding events, starting from different randomized initial
conditions, were joined as a single set of data and given to the SCIMAP algorithm.
The analysis presented in the next section shows the ScIMAP-recovered coordinates
for the folding and unfolding reactions separately.

4.3.2 ScIMAP results

The pseudo free-energy plots using the first two SCIMAP coordinates, for both
the folding and unfolding landscapes, are shown in figure 4.8.

The folding landscape shows a very defined separation between the different states.
In particular, a route connecting the folded state (F') with the main intermediate state
(I) is visible. The X state, for which the specific reaction coordinate pCO had to be
used in order to capture it, is automatically classified as a different minimum south
of F. The folded state appears much smaller in comparison with the other states, but
this is because the protein is much bigger than CV-N and the conformational freedom
for an unfolded protein is much higher (which is reflected in the coordinate scale).
It should be noted that the F state seems to be in the center with the I, X and U
states around it, and is not on one side of the first coordinate as has been the case
with previous examples. This can be attributed to the fact that a few folding events
do not go through the intermediate, but fold directly into the F state. Thus, under
the geodesic distance formulation, the F state needs to be brought closer to the U
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Figure 4.8: Pseudo free energy versus ScIMAP coordinates for the Lactose Repressor.
Left: the folding landscape. Right: the unfolding landscape.

state to allow for direct transitions (i.e. not trough I or X) to occur. These different
folding possibilities preclude the system from being one-dimensional in nature, and
two coordinates are needed to captrue it. A direct transition from U to F is impossible
to model using the empirical reaction coordinates discussed above, without adding
time sequence information.

The unfolding landscape presents only one true intermediate (also named I, but
different from the folding intermediate). In this case both transitions, from F to I
and from I to U, are visible in the plot as two saddle points. This seems to indicate
that the protein needs to achieve a certain order before completely unfolding, unlike
the case for CV-N, where a transition from intermediate to unfolded was harder to
spot.

The PCA results are presented in figure 4.9, for both the folding (left) and un-
folding (right) trajectories. In both cases, the folded state cannot even be separated
from the unfolded state (or intermediate states), and the PCA plots simply look like
a single state. The linear projection computed by PCA merges the coordinates into
a single minimum. The residual variance comparison with SCIMAP seems to leave a
smaller margin than in previous cases. However, the higer PCA dimensions do not
offer any separation of features like the SCIMAP coordinates offer, again attesting to
the power of the geodesic distance formulation.

4.4 Conclusion

ScIMAP can successfuly classify the main stages in a protein folding reaction au-
tomatically, eliminating the need to spend time devising reaction coordinate combina-
tions (or even new reaction coordinates) when studying such systems. Also, possible
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Figure 4.9: Pseudo free energy versus PCA coordinates for the Lactose Repressor. Left:
the folding landscape, with the residual variance comparison below. Right: the unfolding
landscape, with the residual variance comparison below.

transitions between states are very clearly identified as saddle points. In addition, the
relative sizes of the identified minima give an idea of the conformational freedom of
the protein in that region of the landscape. Applying the same unbiased method, two
recovered coordinates are sufficient to describe the folding landscape of two differ-
ently sized proteins, CV-N (a 101 residue protein) and monomeric Lactose Repressor
(a 270 residue model). The PCA analysis of the same systems hardly provides any
state identification at all, which gets worse with growing protein size. These results
establish the ScIMAP algorithm as an impressive method to automatically extract
motion parameters from folding simulations of big proteins, and the subsequent use
of the recovered parameters as reaction coordinates.
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Chapter 5

Discussion

This work has addressed the use of a non-linear dimensionality reduction algo-
rithm to automatically classify abundant molecular conformations according to their
shape changes during a process. The variability of the data is explained as best as pos-
sible using very few coordinates, usually no more than two. The application chapters
focused mainly on using the recovered coordinates as reaction coordinates to produce
free-energy plots, but other applications are possible. The method is still computa-
tionally expensive, though, taking hours of CPU time for reasonably-sized systems.
The computation of the nearest neighbors graph remains the most expensive stage
of the algorithm by far. Approximate nearest neighbors can be used, sacrificing a bit
of quality in the coordiantes. Still, the qualitative results justify the use of SCIMAP
to analyze molecular trajectories. Linear methods such as PCA take only minutes to
compute the projections, but the coordinates are hardly of any use for interesting,
non-linear phenomena. The automatic generation of good reaction coordinates alone
justifies its use over linear methods, since ScIMAP frees the computational chemist
from formulating useful coordinates, which can take days (or more).

Even though here the focus has been on the interpretation, the ScIMAP co-
ordinates can potentially be used for other purposes, like interpolating molecular
shapes in between the discretely sampled conformations, creating animations of the
main route(s) in the process, etc. These require more involvement in the particu-
lar application domain, however. Unlike PCA, which actually returns a small set
of high-dimensional vectors along which the main motions occur —and can be used
to interpolate/extrapolate points— ScIMAP does not, at this point, produce such a
parameterized basis. It might still be possible to build one, based on the recovered
coordinates and the original conformations that lie along them. Interpolating molec-
ular shapes is a risky endeavor, though. Averaging atomic positions can easily lead
to distorted bonding and steric clashes that produce energetic explosions. However,
for SCIMAP, when more sampling is gathered, more accurate interpolations might be
possible.

The developments and results presented have paved the way for many new possi-
bilities in the analysis of molecular motion, by showing the robustness of the method
across different molecular model types and sizes. The potential for new applica-
tions based on non-linear dimensionality reduction of conformational data is very
promising. Hopefully, the basic methodology will be adopted —and extended— by the
community.
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Chapter 6

Appendix - Parallel implementation notes

Later. Parallel neighborhood.
Parallel shortest paths.
Parallel eigenvalue/eigenvector computations.

PARPACK.
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